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evening. For a reason that we have both forgotten, he had asked me ifl 

had ever heard of the notion that no one was ever more than "six 

degrees from the president." That is, you know someone, who knows 

someone, who knows someone, ... who knows the president of the 

United States. I hadn't heard of it, and I remember being on a 

Greyhound bus somewhere between Ithaca and Rochester trying to 

figure out how it might be possible. I hadn't made any progress that 

day or since, but I did remember thinking about the problem as some 

kind of network of relationships between individuals. Each person has 

a circle of acquaintances-network neighbors-who in turn have 

acquaintances, and so on, forming a global interlocking pattern of 

friendship, business, family, and community ties through which paths 

could be traced between any random person and any other. It occurred 

to me now that the length of those paths might have something to do 

with the way that influences-whether they be diseases, rumors, ideas, 

or social unrest-propagate through a human population. And if the 

same six degrees property also happened to be true of nonhuman net

works, like biological oscillators for instance, then it might be impor

tant for understanding phenomena like synchronization. 

All of a sudden, the quaint urban myth that my father had related 

to me seemed terribly important, and I was determined to get to the 

bottom of it. Several years later, we are still getting there. The hole, it 

turns out, is pretty deep, and it will be many more years before it is 

fully explored and mapped out. But already we have made some quite 

tidy progress. We have also learned a good deal about this six degrees 

problem, which is not an urban myth at all but a sociological research 

project with a storied history. 

THE SMALL-WORLD PROBLEM 

IN 1967, THE SOCIAL PSYCHOLOGIST STANLEY MILGRAM PERFORMED 

a remarkable experiment. Milgram was interested in an unresolved 
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hypothesis circulating in the sociological community of the day. The 

hypothesis was that the world, viewed as an enormous network of social 

acquaintances, was in a certain sense "small"; that is, any one person in 

the world could be reached through a network of friends in a only a few 

steps. It was called the small-world problem, after the cocktail party banter 

in which two strangers discover that they have a mutual acquaintance and 

remind each other what a "small world" it is (this happens to me a lot). 

Actually, the cocktail party observation is not really the same as the 

small-world problem that Milgram was studying. Only a small fraction 

of people in the world can possibly have mutual acquaintances, and the 

fact that we seem to run into them with surprising regularity has more 

to do with our tendency to pay attention to the things that surprise us 

(and thus overestimate their frequency) than it does with social net

works. What Milgram wanted to show was that even when I don't know 

someone who knows you (in other words, all those times we meet peo

ple and don't end up saying "what a small world"), I still know some

one, who knows someone, who knows someone who does know you. 

Milgram's question was, How many someones are in the chain? 

To answer that question, Milgram devised an innovative message

passing technique that is still known as the small-world method. He gave 

letters to a few hundred, randomly selected people from Boston and 

Omaha, Nebraska. The letters were to be sent to a single target person, 

a stockbroker from Sharon, Massachusetts, who worked in Boston. But 

the letters came with an unusual rule. Recipients could only send their 

letter on to somebody whom they knew on a first-name basis. Of 

course, if the recipients knew the target person, then they could send it 

to him directly. But if they didn't, and it was extremely unlikely that 

they would, they were to send it to someone they did know who they 

thought was somehow closer to the target. 

Milgram was teaching at Harvard at the time, so naturally he 

regarded the greater Boston area as the center of the universe. And what 

else could be farther from it than Nebraska? Not only geographically but 

also socially, the Midwest seemed impossibly distant. When Milgram 
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asked people how many steps it would take to get a letter from one place 

to the other, they typically estimated it in the hundreds. The result was 

more like six- a result that was so surprising at the time, it led to the 

phrase "six degrees of separation," after which John Guare named his 

1990 play and which has spawned a number of parlor games, not to men

tion an infinite number of conversations at cocktail parties. 

But why exactly was Milgram's finding so surprising? If you're 

mathematically inclined, you might do the following thought experi

ment, perhaps even drawing a picture like the one in Figure 1.2. 

Figure 1.2. A pure branching network. Ego knows only 5 people, 

but within two degrees of separation, ego can reach 25; 

within three degrees, 105; and so on. 

Imagine I have a hundred friends, each one of which has a hundred 

friends also. So at one degree of separation I connect to one hundred 

people, and within two degrees I can reach one hundred times one hun

dred, which is ten thousand people. By three degrees, I am up to almost 

one million; by four, nearly a hundred million; and in five degrees, 
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about nine billion people. In other words, if everyone in the world has 

only one hundred friends, then within six steps, I can easily connect 

myself to the population of the entire planet. So maybe it's obvious that 

the world is small. 

If you are at all socially inclined, however, you have already spotted 

the fatal flaw in this reasoning. A hundred people is a lot to think about, 

so think about your ten best friends and ask yourself who their ten best 

friends are. Chances are you will come up with many of the same peo

ple. This observation turns out to be an almost universal feature not just 

of social networks but of networks in general. They display what we call 

clustering, which is really just to say that most people's friends are also to 

some extent friends of each other. In fact, social networks are much 

more like Figure 1.3. We tend not so much to have friends as we do 

groups of friends, each of which is like a little cluster based on shared 

experience, location, or interests, joined to each other by the overlaps 

created when individuals in one group also belong to other groups. This 

characteristic of networks is particularly relevant to the small -world 

problem, because clustering breeds redundancy. In particular, the more 

Figure 1.3. Real social networks exhibit clustering, the tendency of two 

individuals who share a mutual friend to be friends themselves. Here, Ego has 

six friends, each of whom is friends with at least one other. 



THE CONNECTED AGE 41 

your friends know each other, the less use they are to you in getting a 

message to someone you don't know. 

The paradox of social networks that Milgram's experiment illumi

nated is that on the one hand, the world is highly clustered-many of 

my friends are also friends of each other. Yet on the other hand, we can 

still manage to reach anyone at all in an average of only a few steps. 

Although Milgram's small-world hypothesis has stood largely unchal

lenged for over three decades, it remains surprising to this day. As 

Ouisa says in Guare's play, "everybody on this planet is separated by 

only six other people. Six degrees of separation. Between us and every

body else on this planet. The president of the United States. A gondo

lier in Venice .... It's not just the big names. It's anyone. A native in a 

rain forest. A Tierra del Fuegan. An Eskimo. I am bound to everyone 

on this planet by a trail of six people. It's a profound thought." 

And it is a profound thought. If we are thinking only about a certain 

subgroup of people, people with whom we have something obvious in 

common, then again we might think the result is hardly surprising. For 

example, I teach at a university, and because the university world con

sists of a relatively small number of people, many of whom have a good 

deal in common, it's relatively easy for me to imagine how I might pass a 

message through a sequence of colleagues to any other university profes

sor anywhere in the world. Similar reasoning might convince you that I 

could get a message to most college-educated professionals in the New 

York area. But this is not really the small-world phenomenon-it's more 

like a small-group phenomenon. The claim of the small-world phenom

enon is much stronger than this. It states that I can get a message to any

one, even if they have absolutely nothing in common with me at all. Now 

it seems much less obvious, if only because human society is so deeply 

cleaved along the fault lines of race, class, religion, and nationality. 

For thirty years or more, while the small-world phenomenon grew 

from a sociological conjecture into a piece of pop-culture folklore, the 

actual nature of the world remained in question, and the paradox at its 

heart-that apparently distant people can actually be very close

remained just that, a paradox. But the last few years have seen a burst of 
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theoretical and empirical work, mostly from outside of sociology, that not 

only has helped to resolve the small-world phenomenon but also sug

gests it is far more general than anyone ever realized. This rediscovery, 

in a sense, of the small-world phenomenon, known so long only to soci

ologists, has led to an even broader set of questions about networks that 

are relevant to a whole host of applications in science, business, and 

everyday life. 

As is so often the case in science (and even everyday problem solv

ing), the idea that broke the stalemate was found by coming at an old 

issue from a new direction. Instead of asking, "How small is our world?" 

one could ask, "What would it take for any world, not just ours, but any 

world at all, to be small?" In other words, rather than going out into the 

world and measuring it in great detail, we want to construct a mathemat

ical model of a social network, in place of the real thing, and bring to bear 

on our model the power of mathematics and computers. The networks 

we will actually be dealing with can be represented in almost comical 

simplicity by dots on a piece of paper, with lines connecting them. In 

mathematics, such objects are called graphs, and as we saw earlier, the 

study of graphs is a centuries-old subject about which an enormous 

amount is known. And that's the point really. Although in making such a 

drastic simplification, we inevitably miss features of the world that we 

ultimately care about, we can tap into a wealth of knowledge and tech

niques that will enable us to address a set of very general questions about 

networks that we might never have been able to answer had we gotten 

bogged down in all the messy details. 



CHAPTER TWO 

The Origins of a 

"New" Science 

• • • • • • 

THE THEORY OF RANDOM GRAPHS 

AsouT FORTY YEARS AGO. THE MATHEMATICIAN PAUL ERDOS 

took a particularly simple approach to the study of communication net

works. Erdos was the kind of unusual figure who makes other oddballs 

look posi ti vel y vanilla. Born in Budapest on March 2 6, 1 913, Erdos 

lived with his mother until he was twenty-one, then spent the rest of his 

remarkable life living out of two battered suitcases. Never staying any

where for long and never holding a permanent job, Erdos relied on the 

hospitality of his devoted colleagues, who were more than happy to 

oblige him in return for the company of his lightning-fast, ever ques

tioning mind. He regarded himself famously as a mechanism for turn

ing coffee into theorems-not that he ever actually learned to make 

coffee or to do many other everyday tasks, like cooking and driving, 

that lesser mortals generally find quite straightforward. When it came 

to mathematics, however, he was an absolute juggernaut, publishing 

nearly fifteen hundred papers in his lifetime (and even a few after), 

more than any mathematician in history, bar possibly the great Euler. 
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He also invented, with his collaborator Alfred Renyi, the formal 

theory of random graphs. A random graph is, as the name might sug

gest, a network of nodes connected by links in a purely random fashion. 

To use an analogy of the biologist Stuart Kauffman, imagine throwing a 

boxload of buttons onto the floor, then choosing pairs of buttons at 

random and tying them together with appropriate-length threads of 

string (Figure 2.1 ). If we have a very large floor, a very large box of but-

• • 8 
\e •• 

8 ~ 

•• 8 

Figure 2.1. A random graph imagined as a collection of buttons tied by 

strings. Pairs of nodes (buttons) are connected at random by links or ties. 

tons, and plenty of spare time, what would such networks end up look

ing like? In particular, what features could we prove that all such 

networks must have? The word prove is what makes random graph the

ory hard. Very hard. It's not enough simply to try a few examples and 

see what happens. One needs to consider what can happen and what 

cannot happen in every conceivable circumstance, and what sorts of 

conditions must hold in order to be sure. Fortunately, Erdos was the 

master of proof, and one particularly deep result that he and Renyi 

proved is the following. 
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Returning to the button metaphor, imagine attaching a number of 

threads to buttons, any number you like, and then picking a button at 

random, counting all the other buttons that come off the floor with it. 

All of these secondary buttons are part of the chosen button's connected 

component. If we repeat the exercise by picking up one of the remaining 

buttons, we will find another connected component, and we can keep 

going in this manner until all the buttons have been removed from the 

floor. How big will the largest of these components be? That will 

depend on how many threads you have attached. But how exactly does 

it depend? 

If you have a thousand buttons and you have attached only one 

thread, the largest component will contain only two buttons, which, as a 

fraction of the whole network, is close to zero. If at the other extreme 

you have attached every button to every single other button, then 

equally obviously the largest component will include all one thousand 

buttons, or the whole network. But what happens for all possible cases 

in between? Figure 2.2 is a plot of the fraction of the network, or random 

graph, occupied by its largest connected component versus the number 

of links present. As expected, when we have very few links, nothing is 

connected to anything. Because we have added the threads purely at 

random, we will almost always be connecting one isolated button to 

another, and even if by chance one of them already has a thread on it, 

that thread probably only leads to a small number of other buttons. 

·= 
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Figure 2.2. 

Connectivity of a random 

graph. The fraction of the 

nodes connected in a single 

component changes 

suddenly when the average 

number of links per node 

exceeds one. 
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But then something odd happens. When we have added enough 

threads such that each button has on average one thread attached to it, 

the fraction of the graph occupied by the largest component jumps 

suddenly and rapidly from almost zero to nearly one. In the language of 

physics, this rapid change is called a phase transition because it transi

tions between a disconnected phase and a connected one, and the point 

at which this starts to happen (where the line first kicks up in Figure 

2.2) is called the critical point. As we will see, phase transitions of one 

sort or another occur in many complex systems and have been used to 

explain phenomena as diverse as the onset of magnetization, the explo

sion of disease epidemics, and the propagation of cultural fads. In this 

particular case, the phase transition is driven by the addition of a small 

number oflinks right near the critical point that have the effect of con

necting many very small clusters into a single giant component, which 

then proceeds to swallow up all the other nodes until everything is con

nected. The existence and nature of this phase transition are what 

Erdos and Renyi explained back in 19 59. 

Why should we care about this? Simply put, if two nodes are not 

part of the same component, they cannot communicate, interact, or 

otherwise affect each other. They might as well be in different systems, 

in that the behavior of one cannot possibly have anything to do with the 

behavior of the other. So the presence of a giant component means that 

whatever happens at one location in the network has the potential to 

affect any other location. Its absence, by contrast, implies that local 

events are only felt locally. Erdos and Renyi motivated their initial 

work by thinking about communication networks. They asked how 

many links would have to be laid down between a group of devices 

before one picked at random would be able to communicate with the 

bulk of the system. The line between isolation and connectedness is 

thus an important threshold for the flow of information, disease, 

money, innovations, fads, social norms, and pretty much everything 

else that we care about in modern society. That global connectivity 

should arrive not incrementally but in a sudden, dramatic jump tells us 
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something deep and mysterious about the world-at least if we believe 

that random graphs tell us anything about the world. 

And that, of course, is the problem. As sophisticated as the theory 

of random graphs is (and it is bewilderingly sophisticated), almost 

everything we know about real networks, from social networks to neu

ral networks, suggests that they are not random, or at least nothing like 

the random graphs of Erdos and Renyi. Why? Well, imagine that you 

really did pick your friends at random from the global population of 

over six billion. You would be much more likely to be friends with 

someone on another continent than someone from your hometown, 

workplace, or school. Even in a world of global travel and electronic 

communications, this is an absurd notion. But continuing with it for a 

bit, even if you had, say, one thousand friends, and each of them also 

had a thousand friends, the chance that any of your friends would 

know each other would be roughly one in six million! Yet we know 

from everyday experience that our friends do tend to know one 

another, so random graphs cannot be a good representation of the real 

social world. Unfortunately, as we will see later, as soon as we depart 

from the highly idealized assumptions of pure randomness that the 

graph theorists rely on, it becomes extremely hard to prove anything 

at all. Nevertheless, if we would like to understand the properties and 

behavior of real-world networks, the issue of nonrandom structure is 

one that eventually has to be faced. 

SOCIAL NETWORKS 

IT IS ONLY SLIGHTLY UNFAIR TO CHARACTERIZE SOCIOLOGY AS A 

discipline that attempts to explain human behavior without the 

humans. Whereas psychology is very much concerned with under

standing what people do in terms of their individual characteristics, 

experiences, and even physiology, sociology tends to regard human 

action, or agency, as constrained, even determined, by the roles that 
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THE REAL WORLD 

As osv1ous AS IT SEEMS Now. THE REALIZATION THAT SMALL

world networks should arise in all sorts of networked systems was actu

ally quite a breakthrough for us, as up until that point we had really 

been thinking about the problem purely in terms of social networks. 

On a more practical level, it also opened up the possibility of finding 

some data with which to check our prediction. Remember that one of 

the big problems in studying the small-world phenomenon, and the 

reason we ended up adopting the tuning-between-order-and-random

ness approach, was that empirical verification of the phenomenon itself 

seemed completely unfeasible. Who could get that kind of network 

data? Now, however, our range of acceptable network data was 

expanded dramatically. Essentially any large network would do, as long 

as it was sufficiently well documented. In practice, this last condition 

meant that it had to be available electronically, a requirement that 

nowadays seems trivial. Back in the Internet dark ages of 1997, how

ever, even thinking of good candidates was something of a problem. 

At first we tried to get hold of the Science Citations database, an enor

mous network of scientific papers drawn from thousands of academic 

journals, linked to one another through their bibliographic citations. If I 

cite your paper, I am linked to you, and if my paper is cited by yours, you 

are linked to me. It wasn't quite what we were looking for (because papers 

usually only cite previously published papers, the links between them 

point only in one direction), but it was the best idea we had at the time. 

Unfortunately, the International Scientific Institute, which owned the 

database, wanted to make us pay for it, and we didn't have enough money. 

Actually, they told us politely but firmly that if we gave them a sin

gle paper to use as a seed, for $500 they would send us a list of all the 

papers that cited that paper. For another $500, they would give us a list 

of the papers citing all of those papers, and so on. We thought this was 

absurd. If we had learned anything about networks, it was that as one 

searches out from some initial node (in this case, the seed paper), the 
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number of nodes reached tends to grow exponentially. So for the first 

$500 the institute would have to deliver only a handful of papers, 

whereas for the third or fourth $500 they would have to find hundreds 

or thousands of times as many-for the same price! We briefly toyed 

with the idea of expending a couple of thousand dollars of Steve's pre

cious research funds just to prove this to them, but reason eventually 

prevailed and we went back to thinking of other networks. 

Our next attempt was more successful. In early 1997 a new game, 

called the Kevin Bacon Game, was born into popular culture, and it 

suited our interests perfectly. This game was invented by a group of 

fraternity brothers at William and Mary College who were apparently 

movie buffs of some note and who (in a state of altered reality no doubt) 

had come to the conclusion that Kevin Bacon was the true center of the 

movie universe. Just in case you haven't heard of it, here's how it works. 

The movie network consists of actors who are connected by virtue of 

having acted together in one or more feature films. We are not just talk

ing about Hollywood here, but any movie made anywhere, anytime at 

all. According to the Internet Movie Database (IMDB), between the 

years 1898 and 2000, roughly half a million people have acted in over 

two hundred thousand feature films. 

If you have acted in a movie with Kevin Bacon, you have a Bacon 

number of one (Bacon himself has a Bacon number of zero). Since Kevin 

Bacon has acted in quite a lot of movies (over fifty at the time of writing) 

and at last count had acted with 1, 5 50 people, it follows that 1, 5 50 actors 

have a Bacon number of one. This might sound like a lot, and certainly 

Bacon has acted with many more people than the average (which is only 

about sixty), but it is still less than 1 percent of the total population of 

movie actors. Moving outward from Bacon, if you haven't ever acted 

with him, but you have acted with somebody else who has, then you 

have a Bacon number of two. For example, Marilyn Monroe was in 

Niagara (1953) with George Ives, and George Ives was in Stir of Echoes 

(1999) with Kevin Bacon, so Marilyn has a Bacon number of two. In 

general, the object of the game is to determine an actor's Bacon number 

by figuring out his or her shortest path to the great man. 
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In Table 3.1 you can see what is called the distance degree distribu

tion for the actor network, using Bacon as the origin. Almost 90 percent 

of all actors in the database have a finite Bacon number, which is 

another way of saying that they can be connected to Bacon through 

some chain of intermediaries in the network. So one conclusion we can 

draw straight away is that the actor network has a giant component in 

much the same way that a random graph does, once its critical connec

tivity has been exceeded. Another immediately apparent fact is that the 

vast bulk of actors have surprisingly small Bacon numbers- almost 

everyone in the giant component can be reached in four steps or less. 

TABLE 3.1 DISTRUBUTION OF ACTORS ACCORDING 

TO BACON NUMBER 

BACON NUMBER NUMBER OF ACTORS 

0 

1, 5 50 

2 121,661 

3 310.365 

4 71,516 

5 5,314 

6 652 

7 90 

8 38 

9 

10 

CUMULATIVE TOTAL 

NUMBER OF ACTORS 

1. 5 51 

123,212 

433,577 

504,733 

510,047 

510.699 

510,789 

510,827 

510,828 

510,829 

One might also conclude, as did the fraternity brothers, that there 

is something special about Mr. Bacon, that he is somehow the fulcrum 

on which the universe of actors tips. But thinking about it for a moment 

longer, an entirely different interpretation seems more plausible. If it is 

true that Bacon can be connected to almost anyone in only a few steps, 
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might it not also be true that anyone can be connected to anyone else in 

roughly the same number of steps? So, instead of calculating every

body's Bacon number, one might instead calculate Connery numbers or 

Eastwood numbers, or even Pohlmann numbers (Eric Pohlmann was an 

obscure Austrian actor who lived from 1913 to 1979, and acted in 103 

films including Return of the Pink Panther and From Russia with Love). 

Going one step further and averaging over all possible starting points 

(that is, starting independently with every single actor in the giant 

component), one could obtain precisely the average path length that we 

had measured for our model networks. 

All we needed was the network data. This, it turned out, wasn't a 

problem. Right about that time, Brett Tjaden and Glenn Wasson, both 

computer scientists at the University ofVirginia, had launched a new 

Web site called the Oracle of Kevin Bacon that was quickly becoming 

one of the most popular destinations on the Web. Movie fans could 

type in the name of their favorite actor and the Oracle would instantly 

spit out the actor's path, just as we did for Marilyn Monroe. Figuring 

that in order to perform such computations, Tjaden and Wasson must 

have the network stored somewhere convenient, we wrote to Tjaden 

asking if we could have it. Somewhat to our surprise, he agreed imme

diately and even coached me t.hrough some of the idiosyncrasies of the 

raw data. Not long thereafter, we had calculated the average path 

length and clustering coefficient for the giant component, which at the 

time comprised roughly 225,000 actors. The result was clear, as we can 

see in Table 3.2. In a world consisting of hundreds of thousands of individ

uals, every actor could be connected to every other actor in an average of 

less than four steps. In addition, any actor's costars were very likely (80 

percent of the time) to have starred with each other. No doubt about it

it was a small-world network. 

Encouraged by this result, Steve and I immediately set about trying 

to find other examples. And because we wanted to test the generality of 

our models, we deliberately went looking for networks that had as little to 

do with social networks as possible. Thanks to the generosity of some col-
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leagues of ours in the Electrical Engineering Department- Jim Thorp 

and Koenyi Bae- whose research was concerned with the dynamics of 

large power transmission systems, we were soon on our way. Steve and 

Jim were friendly with each other, and so we set up an appointment to 

talk to Jim and Koenyi about any network data they might have. As it 

TABLE 3.2 STATISTICS OF SMALL WORLD NETWORKS 

L A{ TUAL L RANDOM (A( JUAl (RANDOM 

MOVIE ACTORS 3.6 5 2.99 0. 79 0.00027 

POWER GRID 18.7 12.4 0 . 080 0.005 

C. ELEGANS 2.6 5 2. 2 5 0. 2 8 0.05 

L=Palh Length; C=Ciuslering Coefficient. 

turned out, they had a lot. In particular, they had a complete electronic 

map of the very same transmission network whose catastrophic break

down in August 1996 is described in chapter 1. We immediately sat up 

and took notice, and pretty soon Koenyi was helping me sort out the 

somewhat labyrinthine notation that the Western Systems Coordinating 

Council uses to document its grid. After a few days of fiddling with the 

data, we had it in the right format and could run our algorithms on it. 

Much to our delight, we found exactly the same phenomenon as before. 

As Table 3.2 shows, the path length is close to that of a random network 

with the same number of nodes and links, but the clustering coefficient is 

much greater- just as our small-world models had suggested. 

In an attempt to push our predictions a bit further still, the final 

network we considered was completely different again. We really 

wanted to find a neural network to calculate our statistics for, but we 

quickly discovered that neural data, like social network data, are 

painfully scarce. Fortunately, in all those years spent thinking about 

biological oscillators, Steve actually learned some biology, and after 

a few false starts he suggested that we look into an organism called 
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Caenorhabditis elegans, or C. elegans for short. It was, he told me, one of 

the model organisms that biologists have picked out for extensive 

study, and possibly someone had looked at its neural network. 

Possibly! After only a cursory amount of research, and helped out 

by a biologist friend of Steve's who happened to be an expert on C. ele

gans, I quickly discovered that C. elegans is no bit player in the world of 

biomedical research. Alongside the fruit fly Drosophila, the bacterium 

E. coli, and possibly yeast, the tiny earth-dwelling nematode C. elegans 

is the most studied and, at least among worm biologists, the most cele

brated of organisms. First proposed as a model organism in 1965 by 

Sydney Brenner, a contemporary ofWatson and Crick, and thirty years 

later a pivotal player in the human genome project, C. elegans has spent 

over three decades under the microscope. Literally thousands of scien

tists have sought to learn not just something but everything about it. 

They aren't there yet, but their record of achievement is stunning, espe

cially to someone stumbling across it for the first time. For instance, 

they have sequenced its entire genome, an achievement that might seem 

trivial in the shadow of the Human Genome Project but that having 

been done sooner and with vastly fewer resources, is probably equally 

impressive in its own way. They have also mapped out every cell in its 

body at every stage of its development, including its neural network. 

One of the nice things about C. elegans is that unlike humans, the 

variation between specimens, even at the organismallevel, is remark

ably insignificant. So it is possible to speak of a typical neural network 

for C. elegans in a way that will never be possible for humans. Even 

more convenient, not only had a group of researchers completed the 

truly monumental task of mapping out how almost every neuron in its 

one-millimeter-long body is connected to every other, but also a sec

ond group had subsequently transcribed the resulting network data 

into a computer-readable format. Ironically, after two such spectacular 

scientific achievements, the end result resided exclusively in a pair of 

4.5-inch floppy disks stuck inside the back cover of a book that was in 

the Cornell library. Or rather the book was there, but the librarian 
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informed me that the floppies had been lost. Despondent, I returned to 

my office to think of another example network, but a couple of days 

later I received a call from the triumphant librarian-she had located 

the disks after all. Apparently no one was very interested in them, as I 

was the first person ever to check them out. Having obtained the disks 

and a computer sufficiently ancient that it had both a 4.5- and a 3-inch 

drive, the rest of the process was relatively simple. As with the power 

grid, the data required some finagling, but without too much trouble 

we were able to convert it into our standard format. The results, coming 

almost instantly this time, did not disappoint us-as Table 3.2 shows, 

the neural network of C. elegans was also a small world. 

So now we had three examples, and finally some empirical valida

tion of our toy models. Not only did all three networks satisfy the 

small-world condition that we were looking for, but they did so despite 

huge differences in size, density, and most importantly, their underly

ing nature. There is nothing similar at all about the details of power 

grids and neural networks. There is nothing similar at all about the 

detailed way in which movie actors choose projects, and engineers 

build transmission lines. Yet at some level, in some abstract way, there 

is something similar about all of these systems because all of them are 

small-world networks. Since 1997, other researchers have started look

ing for small-world networks as well. As predicted, they are showing 

up all over the place, including in the structure of the World Wide 

Web, the metabolic network of E. coli, the ownership relations linking 

large German banks and corporations, the network of interlocking 

boards of directors of U.S. Fortune 1000 companies, and the collabora

tion networks of scientists. None of these networks are exactly social 

networks, but some, like the collaboration networks, are reasonable 

proxies. Others, like the Web and the ownership network, although not 

social in any real sense, are at least socially organized. And some of the 

networks considered have absolutely no social content at all. 

So the models were right. The small-world phenomenon doesn't 

necessarily depend on the characteristics of human social networks, 
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even the stylized version of human interactions that we had tried to 

build into the alpha model. It turns out to be something much more 

universal. Any network can be a small-world network so long as it has 

some way of embodying order and yet retains some small amount of 

disorder. The origin of the order might be social, like the interlocking 

patterns of friendships in a social network, or physical, like the geo

graphical proximity of power stations-it doesn't matter. All that is 

required is some mechanism by which two nodes that are connected to 

a common third node are more likely to be connected to each other than 

two nodes picked at random. This is a particularly nice way to embody 

local order, because it can be observed and measured just by looking at 

the network data and it does not require us to know any details about 

the elements of the networks, the relationships between them, or why 

they do what they do. As long as A "knowing" Band A knowing C 

implies that B and C are, in turn, more likely to know each other than 

two elements picked at random, then we have local order. 

But many real networks, especially those that have evolved in the 

absence of a centralized design, possess at least some disorder. Individuals 

in a social network exercise their agency, making choices about their lives 

and friends that cannot easily be reduced to their mere social context and 

history. Neurons in a nervous system grow blindly, subject to physical and 

chemical forces but without reason or design. For economic or political 

reasons, power companies build transmission lines that were not planned 

in earlier generations of the grid and that often cut across large distances 

and difficult terrain. Even institutional networks like the boards of direc

tors of large corporations, or the ownership patterns linking the financial 

and commercial worlds-networks that one might expect to be ordered 

according to the Machiavellian designs of their creators--display the sig

nature of randomness, if only because so many conflicting interests can 

never be reconciled in a coordinated fashion. 

Order and randomness. Structure and agency. Strategy and caprice. 

These are the essential counterpoints of real networked systems, each 

inextricably intertwined with the other, driving the system through 
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their endless conflict to an uneasy yet necessary truce. If our past had no 

influence on our present, if the present were irrelevant to the future, we 

would be lost, bereft not only of direction but also of any sense of self. It 

is through our surrounding structure that we order and make sense of 

the world. Yet too much structure, too strong a hold of the past on the 

future, can also be a bad thing, leading to stagnation and isolation. 

Variety is indeed the spice oflife, for only with variety can order gener

ate something rich and interesting. 

And that is the real point behind the small-world phenomenon. 

Although we came to it by thinking about friendships, and although we 

shall continue to interpret many features of real networks in terms of 

social ties, the phenomenon itself is not restricted to the complex world 

of social relations. It arises, in fact, in a huge variety of naturally evolved 

systems, from biology to economics. In part it is so general because it is 

so simple. But it is not as simple as a mere lattice with a few random 

links added to it. Rather, it is the necessary consequence of a compro

mise that nature has struck with itself-between the stern voice of 

order and its ever subversive, unruly sibling, randomness. 

Intellectually, small-world networks are also a compromise between 

the very different approaches to the study of networked systems devel

oped over the decades in mathematics, sociology, and physics. On the 

one hand, without the perspective of physics and mathematics to guide 

us in thinking about global emergence from local interactions, we would 

never have tried to abstract the relationships embodied by the network 

beyond that of social relations, and we would never have seen the deep 

resemblance between so many different kinds of systems. On the other 

hand, without sociology to stimulate us, and without the insistence of 

social reality that real networks live somewhere between the cold order of 

lattices and the unconstrained disorder of random graphs, we would 

never have thought to ask the question in the first place. 
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